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Preprocessing
• Real data has problems. Standard analysis software is usually very intolerant of 

problems and it will fail when they are encountered. 
• It is essential to preprocess the data to prepare it for analysis. 
• Assume the data are in a flat file:

– Time conversion - Time is represented by multiple columns rather than a single 
number

– Flagged data - A bad value replaced by a number different from all others in the data. 
(A flagged value frequently is replaced by interpolation between adjacent values.) 

– Noise spikes - A single value radically different from the rest of the observations.
– Missing reconds - An entire record is missing so successive samples are not equally 

spaced.
– Random samples - Successive samples do not follow a definite pattern.
– Incommensurability - Two related variables are sampled at different rates.
– Detrending - The data are superimposed on a slowly changing background that must 

be removed.
– Decimation - Reducing data resolution that is too high for the proposed analysis
– Coordinate transform - A vector is transformed to a different coordinate system.
– Data calibration - The data must be converted to physical units



• Very frequently the time of each measurement in a file is represented by a 
set of columns containing elements of the date and time. An example from 
the hourly average OMNI data is shown in the diagram on the next page. 
The first five columns contain day of month, month, year, hour, and minute 
of hour. The next 9 columns contain field magnitude, the GSE components 
of the field, the temperature of the plasma, the density, the speed and the 
direction of the velocity vector as a longitude and latitude. The time columns 
must be converted to a single number for use in plotting and analysis. 

• Most of the software available on the sixth floor uses a double precision 
date number. (MATLAB’s is called date number and is defined as the 
decimal number of days since 0000 UT on January 1, 0000. A day that does 
not actually exist in the Greorgian calendar! The data flow system, SPLASH 
and BANAL use ctime which is the milliseconds since January 1, 1996 – it 
can be negative.) 

• dn = datenum(omni(:,3),omni(:,2),omni(:,1),omni(:,4),omni(:,5),0.0);

• A careful reading of the OMNI metadata will reveal that the values in the file 
are averages over the hour specified by the time at the beginning of the 
average. It is important to make sure that other data sources use the same 
conventions for labeling averages or it may be necessary to add 30 minutes 
(1/48 of a day) to dn.

Time Conversion



Listing for OMNI data from 20040101 to 20040102
--------------------------------------------------------------------------------

Epoch Hrmin |B| BX_GSE BY_GSE BZ_GSE    T     N     V PHI-V THETA-V
01-Jan-2004 00:00  10.0   -4.2    6.1    3.1   227957   6.4   526   0.6    -1.7
01-Jan-2004 01:00   9.9   -5.1    5.7   -3.4   243319   5.5   529   1.4     0.4
01-Jan-2004 02:00   8.6   -5.0    5.6   -1.5   276065   5.0   541   2.6     0.4
01-Jan-2004 03:00   8.5   -3.0    6.6   -2.2   282938   5.0   559   2.7     1.0
01-Jan-2004 04:00   9.2   -5.4    6.0   -1.2   261332   4.9   544   3.3    -0.2
01-Jan-2004 05:00   9.4   -7.3    5.5   -1.2   255850   5.3   524   3.6     0.1
01-Jan-2004 06:00   9.3   -7.9    3.5   -2.1   270585   6.0   522   4.6     0.5
01-Jan-2004 07:00   9.4   -6.9    5.9   -0.3   251501   5.6   530   2.7    -0.1
01-Jan-2004 08:00   9.3   -6.7    4.8   -0.9   242214   6.0   525   2.2    -0.3
01-Jan-2004 09:00   9.8   -4.6    7.7    3.0   216613   5.9   524   0.7    -1.2
01-Jan-2004 10:00   8.9   -6.7    2.3    1.9   271133   6.7   518   4.3     0.1
01-Jan-2004 11:00   8.8   -5.3    5.6   -0.1   314104   6.6   528   2.4     1.4
• For the record there are 1199145600.000 seconds from January 1, 1966 to 

January 1, 2004



Time Conversion using SPLASH

• Time conversion in SPLASH 
and DFS uses pull down
windows.

• All of the software tools 
developed at UCLA give 
consistent results and make 
the necessary corrections for 
leap years, seconds etc. 



Flagged Data
• Data flags are commonly used to signify either bad data and missing data. Flags 

usually are selected to be improbable numbers e.g. 1E32 or -9999.99 or ?.
• Analysis software frequently can’t handle flags. This can be fatal to an analysis. 

For instance filtering a time series with a flag will produce an impulse response 
and it will dominate the output time series.

Pioneer 11 Saturn Helium Vector Magnetometer – 8/31/1979
Time                                 Bx By       Bz BT 
1979-08-31T03:23:08.685    -0.89    -0.57    -0.12     1.06
1979-08-31T03:23:09.059    -0.89    -0.63    -0.14     1.10
1979-08-31T03:23:09.435    -0.83    -0.60    -0.04     1.03
1979-08-31T03:23:09.810    -0.88    -0.61    -0.04     1.07
1979-08-31T03:23:10.185 -9999.99 -9999.99 -9999.99 -9999.99
1979-08-31T03:23:10.560    -0.89    -0.62    -0.03     1.09
1979-08-31T03:23:10.935    -0.88    -0.59    -0.06     1.06
1979-08-31T03:23:12.060    -0.86    -0.57    -0.08     1.03
1979-08-31T03:23:12.810    -0.89    -0.56    -0.09     1.05
• Flags are usually removed by linear interpolation across the flag provided the gap is not 

too large.
• In the data flow system (DFS) the deflag fitting removes flags.



Noise Spikes 
• A signal is defined as an intentional disturbance in a communication system. 

• Noise is defined as anything that interferes with the signal and causes errors.
– A noise spike is a single point that deviates from the preceding and 

following values by a large amount. ( A high order bit error, electrical 
interference in the analog portion of a circuit.)

– Noise spikes can seriously bias calculations of any of the basic statistical 
properties of a time series if they are not identified and removed. We call 
the process of identifying and flagging noise spikes "despiking". 

•A noise spike automatically identified 
by an interactive despiking program.

• It adapts to the time series  values on 
either side. A bad point is one that is 
anomalous relative to its nearest 
neighbors otherwise one will miss small 
spikes in quiet traces or remove good 
data in disturbed traces. 

• It is interactive because automatic 
algorithms often select points that are 
really not bad, or miss points that are.



Noise Spike Removal: Clipping

• The simplest way to remove spikes 
from data is to clip the trace to fall 
within an interval defined by upper and 
lower bounds. 

• It is obvious that there are occasional 
values that are very large relative to 
neighboring values. It is extremely 
unlikely that the density would differ 
from adjacent values by such large 
amounts. 

• We  can identify bad data points by 
setting any value lower than 0.0 
(density is never negative), or higher 
than 35 particle/cc to a flag. 

• Bob McPherron has written  MATLAB 
function that implements this called 
"delimit.m". 

• The “clip” fitting in the DFS also does 
this. 



Noise Spike Removal: an Algorithm
• Input the column of data to be 

despiked, the width of the window 
used to determine local properties, and 
the multiple of the mean absolute 
deviation that is the criterion for 
flagging. 

• Set the current point index to a point 
with no flag.

• Calculate the indices of points in 
windows of length nh (5-10) both to 
the left and right of the current point. 

• Calculate the first difference time 
series of all nonflagged points in each 
window.

• Determine the median absolute first 
difference in each window [mal, mar]. 
Use old values if not enough data. 



Noise Spike Removal: Algorithm Continued
• Calculate the differences between the 

current point and the good points 
immediately left  and right of the current 
point [diflx, difrx] 

• Evaluate the following logical 
expressions to determine whether the 
changes are big and in opposite 
directions. [numq is the number of 
multiples (3-5) of the median absolute 
change that is the acceptance criterion.]
il = abs(diflx)>numq*mal
ir = abs(difrx)>numq*mar
is = diflx*dufrx<0 

• If all of the above are true then the 
current point is a noise spike so set the 
current point to a data flag (user 
interaction, if desired) 

• Otherwise move one point ahead and 
repeat to the end of the time series. 

An interactive routine MATLAB 
routine called findspik.m will 
perform this function. 



Removing Gaps
• Sometimes times without data or times with bad data are left out of a data set. 

– This is a logical policy if there is a very large segment of missing data.
– Frequently this is done is a random manner. Then time series routines 

can’t use the data.. Any operation involving sequential points can not be 
performed, for example, a simple running average or a first difference. 

– It is necessary to insert the missing record so that time runs continuously. 
“Degapping” routines replace the gaps with flags.

– If the data are actually sampled at equal intervals then it is usually not too 
hard to insert the missing records. 

• The table above show the time between successive records for a file described 
as having 61.44s between records (IMP-8 IMF data).

– Round off error causes some samples to be a little shorter.
– The weighted average of the samples is 61.440000002048s.
– Many samples are integer multiples of the basic interval. 

7412435712022241241752# Occ

307.20307.199245.76245.7599184.32184.3199122.88122.87961.4461.43∆ t



Data Gaps in Plasma Data

• Missing records are often produced in 
the processing of particle experiments 
measuring the distribution function of 
particles. These experiments accumulate 
counts of the number of particles at 
different energies and different look 
directions as a satellite spins.

• It may take some integer multiple of 
spins to accumulate enough information 
from all direction through a unit sphere to 
be statistically significant. 

•The raw data must be processed to 
create meaningful quantities distribution 
functions and moments such as particle 
density and flow velocity. 



Gaps in Plasma Data Continued
• In some cases it is not possible to fit the distributions for one or more spins 

and so no information is available for output. 

• The accumulation then begins an arbitrary number of spins later and may 
be accumulated over another integer number of spins. The center times of 
various samples are thus related to the spin period but are not equally 
spaced and so it appear there are gaps in the data.

• There are shorter intervals around 40 seconds, and a longer interval around 
90 seconds, as well as multiples of these values. 

• It would be difficult to build a time series by inserting flagged records in this 
data file. Some interpolation scheme is needed to convert such data 
streams to a time series . In the following pages we describe an algorithm 
developed to “degap” the IMF data file described above by insertion of 
flagged records. The solar wind plasma measurements require a more 
complex procedure discussed later.



Simple Degapping
• Input the name of the time column, the flag value and time interval over 

which gaps are to be removed. 
• Create the first difference time series of the time column. 
• Create a table listing all unique values found in the first difference series 

and the number of occurrences of each unique value. 
• Print out this table and ask the user to choose the first of the rows 

corresponding to the sample period. (Truncation of the time information 
generally produces a periodic pattern with a few samples at one value and 
many samples at an adjacent value. If the sample period is not obvious from 
the table then this method of deflagging is unlikely to work. The user should 
make this determination manually.) 

• Create a weighted average of the rows containing the sample period. 
• Construct an array with column 1 containing time running from the desired 

start time to the stop time at the best estimate of the sample period, and 
columns for all additional variables in the input file. Fill these columns with 
flags. 

• For each row of the input use the formula: in = round( (din(:,1)-db)/delt )+1; 
to calculate the destination index in the output file. Transfer the input record 
to row in, replacing the flags used to initialize the output array. [din(:,1) is 
the input time column in date number format, db is the desired start time, 
and delt is the calculated sample interval] 



Simple Degapping Continued

• The result of applying this 
algorithm to IMP-8 IMF data for the 
month of January 1996 is shown in 
the figure to the right. The input 
array had 26,197 rows which 
became 43,595 rows in the output. 
Large data gaps evident by straight 
line segments in the plot are the 
result of IMP-8 entering the 
magnetosphere where it does not 
monitor the IMF. Smaller gaps are 
not visible on the scale of the plot. 
However, all gaps pose problems 
for time series analysis. 

• Basically there are only two 
choices; interpolate data across 
small gaps, or terminate 
processing if the gap is too large 
for interpolation. 

• Whether interpolation is justified depends on 
the statistical properties of the data, particularly 
on the auto correlation function that describes 
how persistent a given quantity is. The IMF is 
highly variable on all time scales and five 
minutes (5 samples) is about the longest gap 
that should be interpolated. 

• This algorithm is availabable for  MATLAB 
users as “degapdn.m” and for DFS users as 
“Degap”. (For the first difference statistics use 
“stats”.

http://lucid.igpp.ucla.edu/lessons/ess265/Week02_Preprocessing/Raw_Materials/I8M9601.dat


More Sophisticated Degapping: Interpolation
• The IMP-8 plasma data provide an example of a file with a sampling history 

too complex to convert to a time series by the method of record insertion. 

• For such data we interpolate the available samples to a uniform time grid in 
segments where it is possible.

• However some gaps are too long to justify interpolation so instead we 
simply transfer the available input values to the closest match in time in the 
output file (nearest neighbor interpolation). 

• The maximum length of the interval over which interpolation is done is a 
parameter that must be set by the user. 

• The IMP-8 plasma data are very noisy. Noise spikes must be removed prior 
to degapping for the interpolation to work properly. The flags may reduce 
the number of points in a segment below the number needed to interpolate. 
or introduce a large gap in what would otherwise be an acceptable data 
segment.

• Piecewise polynomial interpolation (splines) produces anomalously large 
values in long gaps (use linear interpolation). 



Degapping Algorithm 
• Input the data file, the flag to be used, the desired start and stop times of 

the output file, the desired time resolution of the output file, the duration of 
the largest gap that will be interpolated, and the type of interpolation 
procedure to use (currently linear). 

• Analyze the sampling structure of the file. 
• Initialize the output array with a time column at the desired sample rate and 

flags for all data records 
• Eliminate all records in which time doesn’t  advance or goes backwards. 
• Create a table of the start and stop times of all gaps longer than the 

interpolation limit. Modify to handle ends of array. 
• Convert to a table of contiguous segments having no gaps with lengths 

exceeding the interpolation limit.
• Start a loop for every good data segment (defined by time sampling) in input 

array 
• Determine if the segment has enough time points to interpolate 
• If yes, then loop for every data column in table 
• Hunt for any flags in the segment of the data column and create new indices 

for a segment with no flags 
• Check if there are still enough points to interpolate 



Degapping Algorithm Continued
• If yes, do the interpolation to all output 

points within the interval defined by the 
ends of the input segment .

• If no, transfer the available points to 
best time match in the output file 

• If the segment was originally too short 
to interpolate then transfer to best 
match. 

• Repeat for all good data segments. 

• The plot on the right shows and edited 
and degapped version of the IMP-8 
plasma density.

• The bottom panel show the Wind data 
for this interval. 

A MATLAB version of this 
algorithm is in degapint.m.
The degap and the deflag
fittings in the DFS also uses
this algorithm. 



Removing Flags
• Deflagging is the process of replacing flagged records in a time series by

interpolation between available data points.

• There may be some continuous intervals of flags that are too long to justify 
interpolation. The maximum interval over which data will be interpolated 
must be chosen by the user based on the properties of the time series. 

• The same functions used to degap data by interpolation may also be used 
to deflag and to resample the data. These routines allow one to interpolate 
data across short gaps with a sample interval different from the original 
sample interval and also to fill intervals without data in the original time 
series.



Flag Removal Continued
• The top trace is the original data sampled at a 

rate of 1.0 time unit. 
– The analog time series before sampling is shown by 

a continuous curve. The result of sampling this 
series is shown by superimposed solid circles. 

– Missing samples are shown by the absence of 
circles on the continuous trace. 

– Flagged data are depicted by vertical lines identified 
by the letter F. 

• The bottom trace in the figure shows the 
output from the degap by interpolation 
routine where the output sample rate has 
been chosen to be 1.5 time units. The gap 
without data has been filled with flags at the 
new sample rate. 

• The second segment remains unchanged 
except for resampling with the longer 
sample interval. 

• Any processing done on this time series 
must take into account the flags remaining 
in the series. 

• Since filters have a finite transient 
response at the beginning and end 
of a segment it is necessary to 
replace these intervals with flags.

• In some cases flagging these 
transients may make the interval 
too short to filter and only flags 
should be output.



Flag Removal Algorithms
• Flag removal is done by interpolation. 

– Nearest neighbor interpolation consists of moving an input point to the best time 
match in the equispaced output file.

– Linear interpolation simply connects the two points in the original file on either 
side of the output point with a straight line. The value predicted by the linear fit at 
the time of the output point is the desired output. 

– Spline interpolation is the most complex. The word spline refers to the tool used 
by draftsman prior to computers to obtain smooth curves. A spline consisted of a 
piece of springy steel that was pinned to fixed points by lead weights but allowed 
to find its own shape in gaps between the weights. It can be shown that the piece 
of steel adjusts itself so that in minimizes it total curvature, a quantity related to 
the second derivative of the shape of the spline. 

– A spline is obtained by fitting cubic polynomials to all sets of two successive 
points in the time series. Since the cubic polynomial requires four parameters the 
curve is not completely defined by these values. The local cubic connect to the 
two adjacent cubic polynomials with continuous value and slope. This condition 
propagates the two unknowns to the ends of the array. 

– Different types of splines are obtained by arbitrarily setting the conditions on 
slope at the ends, for example, continue with the same slopes as present in the 
data. The coefficients of every cubic polynomial are found by solving a very large 
matrix equation, fortunately one with only three non-zero diagonals (tri-diagonal 
matrix). These coefficients are used to recreate the cubic polynomials when 
interpolating across a gap just as is done with the linear interpolation. (The DFS 
deflag fitting does not use spline interpolation.) 



Flag Removal Algorithms Continued
• The file to be interpolated should have been despiked and degapped. This 

guarantees that there are no anomalous values to distort the interpolation 
and no backwards time samples to stop the interpolation (most interpolation 
routines require monotonically increasing time).

• The decision of which method to use depends on the characteristics of the 
original data. If the original data are of high quality with only short gaps then 
spline interpolation can be used. If the data were noisy to begin with, or 
there were large gaps, then a spline is likely to fail in its attempt to fit 
anomalous values, or extrapolate across gaps and a linear interpolation is 
safer. 

• If the original data were randomly spaced with large gaps then the nearest 
neighbor method is about all that can be done. 



Incommensurate Sample Rates
• Different instruments at the same or different locations usually do not 

sample at the same rate. 

• It is not possible to merge the two data sets into a single file or to calculate 
derived quantities that combine data from the different locations.

• Consider correlating the dawn-dusk component of the solar wind electric 
field with the Sym-H index (Dst proxy). 

– The Sym-H index is calculated from ground magnetometer data sampled once a 
minute (60 seconds). 

– The electric field is given by Ey = -V x Bs, where V is the solar wind speed and 
Bs is the southward component of the IMF in GSM coordinates. 

– These two quantities are measured by the Wind spacecraft upstream of the 
Earth. The magnetometer samples have a fixed interval of almost exactly 92 
seconds. However, the plasma instrument produces moments separated by a 
wide variety of time steps. 



Wind Plasma Instrument and Magnetometer 
Sampling Rates

• The magnetometer samples every 92 s.
• The moments from the plasma instrument are created with different 
frequencies. 



Resampling the Interplanetary Electric Field 
• We want to correlate the Sym-H index with VBs we must transform all data 

to the same sampling interval.
– Let’s choose 1-minute as the resolution of the final dataset. 
– This is slightly inappropriate since the IMF and solar wind plasma data contain 

no information in the frequency range between their approximate Nyquist
frequency fN = 1/(2*92) Hz and the Nyquist Frequency of the Sym-H index 
1/(2*60) Hz . Since we are interested in much lower frequencies we neglect this 
slight error. 

– The degapint.m function in MATLAB or the degap fitting in the DFS can be used 
to interpolate the IMF and solar wind data to the shorter sample rate. 

A Digression on the Nyquist Frequency
• It is necessary to have at least two samples per wave cycle to define the 

amplitude and phase of a sine wave. The corresponding frequency given by 
fN = 1/(2*Dt) is called the Nyquist frequency, or folding frequency.

• Any signal with frequency f above the Nyquist frequency is folded about the 
Nyquist frequency in the resampling process appearing as much below the 
Nyquist as the original signal was above it. This is called aliasing.  Thus f' = 
fN - (f - fN) = 2*fN - f where f' is the frequency of the output signal after 
aliasing. In the example given above f' = 2*(1/2*Dt)) - 1/Dt = 0. 



The Results of the Resampling

• The resampled data are the dynamic pressure and VBs.

• There are flags in the resulting time series (X’s). Care must be taken when 
comparing these to Sym-H which does not have flags. 



Detrending by Fitting the Time Series
• In many situations it is necessary to 

remove trends from a time series. 

• Consider the recovery phase of a 
magnetic storm that occurred in mid-
February 1996. 

– The Sym-H (high resolution Dst) index 
during the recovery phase is plotted 
with a green line. 

– A simple linear fit to this interval is 
shown by a heavy blue line. Normally it 
is assumed that the recovery of Dst is 
best fit by an exponential function of 
time. 

– We have also fit an exponential to the 
data as shown by the red line. 

– The difference between the two fits is 
too small compared to the fluctuations 
in Dst to claim one fit is better than the 
other. 

• The original data are detrended by 
subtracting the fitted trend from the 
time series. 



Detrending by Fitting Continued

The MATLAB code to make the linear fit is: 
a = [729066.196770124; 729073.440085206];
is = find(xy(:,1)>=a(1) & xy(:,1)<=a(2) & xy(:,2)~=flag);
cof1 = polyfit(xy(is,1),xy(is,2),1);
fit1 = polyval(cof1, xy(is,1));

•The first line sets the time interval for the fit. 

•The second line limits the original data to this interval and excludes any points that are 
flagged. 

•The third line finds the coefficients of the best fit first order polynomial. The final line 
creates the linear fit at each time point in the interval. 



Detrending by Fitting Continued

• Fitting an exponential to the Dst data is somewhat harder. The simplest way 
to accomplish this is to transform the data using natural logs, and then fit a 
straight line to the transformed data.

• The parameters of the fit are then used to inverse transform the data so 
they can be plotted on top of the original data. 

– The first point to note in doing this is that one cannot take logs of negative 
numbers. To solve this problem we simply take the log of the negative of SymH. 

– Now the values that were originally positive are negative. A simple solution is to 
eliminate these values in doing the fit.

– Assume that -SymH = D*exp(-(t-t0)/t). Taking the natural log gives log(-SymH ) = 
log(D) - (t-t0)/t = a + b*(t-t0). Then -D is the initial value of SymH at t = t0 and t = 
1/b is the decay rate of the exponential. The inverse transform of the fit is plotted 
as a thick red line in the figure on the previous page. Note that the apparent 
decay rate is 4.61 days. 



Detrending by Fitting Continued
The MATLAB code for the exponential fit is the following:

a1 = 1e5*[ 7.29065982945325; 7.29076273263798]; %Set time interval
is = find( (xy(:,1)>=a(1) & xy(:,1)<=a(2))); %Find points in the time 

interval

ij = find(xy(is,2)>=0); %Find which are positive
is(ij) = []; %Eliminate positive points
tdec = xy(is,1)-xy(is(1),1); %Create relative time
cof2 = polyfit(tdec,log(-xy(is,2)),1); %Find linear fit to
transformed data
fit2 = polyval(cof2, tdec); %Make linear fit to
Recovery

fit2 = -exp(fit2); %Reverse sign to get 
recovery



Detrending with Polynomial Fits
• Data also can be detrended by subtracting a low order moving polynomial 

from the data. 

• Data is buffered in selected portions and a polynomial least square fit is 
determined. The mid-point of the window for the fit is output. The data is 
shifted one point and the process is repeated. This creates a moving 
polynomial fit. 

• Since the method uses a moving window there is fringe data at the 
beginning and end of the data stream. To produce data for the fringes the 
values of the polynomial fit for the first half-window of data and last half-
window of the data is output directly. Any number of data records can be fit 
with this method.

• Data should be flag free for the polynomial fit to function properly. 

The polyfit fitting in the DFS uses this method. 



Detrending with Running Averages

• An alternate method to detrend data is to subtract a running average from 
data sample to be analyzed.

• In this approach a user selects a number of points (N)  for the running 
average. 

• The average of points i-N/2,….i+N/2 is subtracted from the ith data point.

• When I is within N/2 points of the end of the data array, the endpoints of the 
array are usually repeated in the average.

Running averages are used to detrend data in SPLASH. 



Decimation of Data
• It is often the case that the data to be used in a particular project are 

sampled at too high a rate. For example, in a study of solar cycle (11-year 
period) variations of the Dst index one would probably not want to use one 
minute samples. Depending on the objective, hour averages, day averages, 
or even monthly averages might be adequate. The process of reducing the 
resolution of the data is called decimation. 

• The primary consideration in decimating data is avoiding aliasing. The word 
alias means "another name for the same object". In signal processing it is 
defined as the conversion of a high frequency signal to a lower frequency 
through the process of discrete sampling. 

– A simple example of this effect occurs when one samples a pure sine wave with 
a sample interval equal to the wave period. Clearly one will always get the same 
value in each sample so that the output signal is a constant. The decimated 
signal is a DC or zero frequency signal since there is no variation. We therefore 
say that the original signal has been aliased to zero frequency.

– Remember that it takes 2 samples to define a sine wave. 



Decimation of Data: Aliasing Continued
• The only way to assure that no aliasing occurs is to remove from the input 

signal all variations with frequency higher than the Nyquist frequency of the 
desired output data. 

– This can be accomplished by low pass filtering the original time series with a filter 
having a cutoff at or below the desired output Nyquist frequency. 

– After filtering one selects every Nth point where N is the factor by which the 
resolution of the data is to be reduced. 

– For example to convert one minute samples to hourly averages use a filter with 
cutoff fc = 1/60 Hz and then take every 60th point from the filtered data. To 
obtain centered averages, points should be extracted at the center of hours, e.g. 
01:30.

• Flags in the original time series must be taken into account.

• One form of filtering that that works well is to use a flag tolerant running 
average. This filter takes the average of available point in successive 
intervals. (Note the averages need only be taken at the decimated time 
points. This greatly speeds up processing.) 



Flag-Tolerant Decimation
• A straightforward way to decimate a time series containing flags is to average the 

available data within each sampling interval. We have created a simple MATLAB 
routine decim.m to do this. This function is called with the following statement:

dout = decim(din,flag,dbde,delto)
% din = [dn, x1, x2, ..., xn] Input with datenum and several variables 

as columns
% flag = flag value used in input data
% dbde = Center of the first and last output point in datenum units
% delto = The sample interval for the output data in datenum units
% dout = [dn, x1, x2, ..., xn] Output after averaging to new time 

resolution.

• A more sophisticated version of this is available through the DFS fitting 
decimate. It compensates for “fuzz”  in the data. For example this is useful if you 
want to decimate to 60s and the data is available exactly on the minute add 1s of 
“fuzz” and you get records between 60s and 61s. 

http://lucid.igpp.ucla.edu/lessons/ess265/Week02_Preprocessing/Raw_Materials/decim.mmm


An Example of Decimation

• In this example 92s solar wind density data is decimated to 
1h. 



How the Decimation Routine Works
• The program is initialized by calculating the number of points expected in 

the output and creating an array of flags large enough to hold the time 
column and all data columns for the calculated number of points.

• The center of the first output record is taken to be the start time passed in 
the argument list. A loop is begun for each output average. The left and 
right edges of the averaging interval are calculated starting and ending half 
a sample interval to the left and right of the first point and used to find the 
indices of all input points that fall within this interval.

• A second loop is begun for each data column of the input array. The points 
defined by the selection indices are extracted from the input array. This 
single, short column vector is scanned to determine the indices of any 
flagged values. The flagged values are deleted from the array. 

• The length of the remaining column vector is determined. If it is equal to 
zero then all data values in this interval are flagged and the appropriate 
output was initialized in the output array. If its length is greater than zero 
then the mean of the available points is calculated and stored in the 
appropriate record and column. 

• After processing every column the output record index and output time are 
incremented. (Note that all times are in MATLAB datenum format and that 
the start and end time should be the center of the desired output interval.)
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